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“I am putting myself to the fullest possible use, which is all I think that any conscious entity can ever hope to do” – HAL, 2001: A Space Odyssey
Introduction

Humans pride themselves with having escaped the rest of the animal kingdom through their use of language and writing. Throughout history, innovations in writing technology have inevitably led to great leaps of progress for mankind. Now, the “final frontier” of language appears to be the Internet and the computer. If man can make his wonderful number-crunching machine handle language, the vast computing power could lead to innumerable discoveries through systematic analysis of all the writings man has ever produced.

However, an obvious problem blocks the path to success: Computers work with numbers and not with the words and thoughts of humans. It is this problem the field of Natural Language Processing (NLP) aims to address [1]. Through clever manipulation of language, creative thought, and inspiration from the human mind itself, computers can be programmed to model natural language [1]. Language models can break down words into little more than numbers and work to find underlying relations between them. However, this world of ones and zeros is not hectic and chaotic. The field of Natural Language Processing, like many other fields of science, is a field of simplicity [2]. The goal is to find the simplest language model which can explain the portion of a language in question.

The main challenge facing NLP is data scarcity. Humans have the real world to help them form their language models. It is a constant stream of information and reactions to a human’s actions [1]. Computers, however, only have the input fed to them. Since it is humans doing the feeding, the process is slow and inflexible. Until a couple of decades ago there was not much digitalized information to feed to the computer that was readily available. However, with the burgeoning growth of the Internet, the landscape of the field changed. A lot of text suddenly flooded the field and was able to be used for many purposes in NLP such as n-gram models (probability models of phrase occurrences), question answering (the ability of a computer to answer a human’s naturally-worded question), and machine translation (computers translating from one language to another) [3]. The focus of my research is question answering.

In general, question answering seeks to have a computer return an answer a real person would: informative, and to the point [2]. Moving beyond providing a simple factual answer to a question, a computer would ultimately be able to answer complex questions involving inference and contrasting standpoints. The path blazed by the field is toward a thinking computer.

The most basic processing that can be done to a question is to return a document containing the keywords in the question. This suits the purpose of search engines well, because the human element takes over to pore over the results. For the purpose of having a computer answer a question, however, this approach is uninteresting and inaccurate, because it does not provide one concrete result one would expect from a human. Better techniques involve analyzing more features of the sentence and seeking formalisms to describe the behavior of language. Formalisms are standardized, widely-applicable, flexible methods of effectively modeling a large portion of a language [3].

The focus of my research project is a subtask of question answering that seeks to locate the subject and main verb of the sentence. A formalism widely-used in NLP to describe sentences for this purpose is the Context Free Grammar. This language model deconstructs a sentence and creates a representation of its structure [3]. Plain CFGs are able to describe the syntactical hierarchy of a sentence, or how words are related to one another. Semantic CFGs improve on their predecessors by pairing the normal CFG with meaning representations. In other words, as the model describes the hierarchy of the syntax, it also builds the hierarchy of the meaning behind the sentence. Work with semantic CFGs has allowed computers to identify the semantic roles in a sentence such as agent, action, and receiver [3]. In this way, semantic CFGs have partly solved the problem of subject and main verb identification. However, semantic grammars are not easy to construct [1]. They are expensive and time-consuming to produce by hand. This brings the field back to the large roadblock presented earlier: data scarcity. The lack of large and comprehensive semantic grammars leads to the need for finding alternative methods of achieving the same goals. The method I explore in this paper relies on the hypothesis that non-semantic Probabilistic Context Free Grammars contain enough syntactic information about a sentence to be able to identify candidate subjects and main verbs without a need for semantic enhancements which are costly to obtain. To prove the feasibility of this hypothesis I present a C++ proof-of-concept program to locate the subject and main verb of a sentence.
Methods
Briefly, my approach consists of two stages. First, my computer program parses a sentence with an Earley parser using a Probabilistic Context Free Grammar. Second, the subject and main verb are then found through a process of elimination, classifying them more by what they are not than by what they are. For this purpose, the branches of the returned parse trees (defined later) are traced upwards from the tips. In the case of searching for a subject, the branch containing the subject is devoid of any prepositional phrases, adjective phrases, adverb phrases, or verb phrases. In the case of searching for the main verb(s), the branch doesn’t contain any prepositional phrases, adjective phrases, adverb phrases, or noun phrases. The remainder of the methods section describes each stage of my approach in further depth.

Context Free Grammars consist of rewrite rules to break down a sentence into its constituents [3]. The goal is to iteratively break down each large constituent further and further until each word is assigned a part of speech [3]. The CFG is a generative model, which means that it describes how a sentence was created [4]. A simple example CFG is shown in Figure 1:
S-> NP VP

VP-> VP NP

VP-> Verb

NP-> Noun

NP-> Det NP

Noun-> dog

Noun-> cake

Verb-> ate

Det-> the


Figure 1.  A simple CFG

NP stands for “noun phrase”, VP is “verb phrase”, and Det is “determiner” (a set of words including articles). Beginning with the sentence token “S”, a sentence can be broken down into a noun phrase and a verb phrase. These can then further be broken down into smaller parts according to the grammar. The tree created when the CFG structure of a sentence is found shows how the parts of a sentence are related. The hierarchy of a CFG (or the order in which parts of the sentence were supposedly created) is much like the order of operations in math, showing the order in which an expression can be created. In fact, a CFG could be made for the order of operations [1].
A parser is a program which uses a CFG to find the structure of a sentence, called a parse tree. Figure 2 shows a simplified parse tree of the sentence “My name is Bob” (the tree is read from the top down):
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Figure 2.  A parse tree for "My name is Bob"


Sentences can be parsed with different parsers, the most famous being the CKY and Earley parsers, named after their creators [3]. Both are chart-based dynamic programming methods that employ a gradual buildup of the knowledge behind a sentence [5]. I originally used a plain CKY parser but later switched to a probabilistic Earley parser to improve parsing speed and produce an ordered list of parses with the best parse displayed first.

The Earley algorithm accepts a sentence to analyze and a CFG. It uses the rules in the CFG to find the CFG parse tree(s) behind the sentence. It creates a chart with n +1 columns, where n is the length of the sentence. In each column, word i + 1 (where i is the current column) is analyzed to find its part of speech and connect it to the already-recognized parts of the sentence (which are found in columns 0 through i). Therefore, each new column parses more and more of the sentence, from left to right. Figure 3 is an Earley chart in the process of being filled for the sentence “Papa ate the caviar with a spoon”:
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Figure 3.  The chart in Earley's algorithm being completed [1]

The algorithm begins with the ROOT constituent (the basis for all that follows) and finds all the ways the ROOT node can be broken down. After finding the rule which breaks down the ROOT constituent, that rule is then broken down [1]. It continues in a likewise manner, always tackling the first constituent in each new rule, until it finds a terminal, or a way to rewrite a rule as an actual word (such as Det-> the) instead of as more rules. When it finds this terminal, it tries to match it to the current word of the sentence. If the match is successful, it copies the rule to the next column. This is where the small dot seen in every rule in Figure 3 comes into play. This dot shows how much of a rule has been matched. When the terminal is copied to the new column, the dot is advanced in position by 1, signifying that that part of the rule (the terminal, or word) has been matched. If the terminal was all that was in the rule, or if the rule is otherwise completed (signified by the dot being after all the constituents in the rule), the program looks for what rules had requested for the current rule to be completed. It then copies them to the new column and advances their dot by one spot as well (signifying that the constituent they had requested had been found). For example, in column 0, row 5 in Figure 3, the program matches “NP . Papa” with the first word in the sentence – Papa. It then copies the rule to the next column with its dot advanced (“NP Papa .”). Finding that the dot is in the final position, it copies over the rules that had wanted an NP and advances their dots as well (“S NP . VP” and “NP NP . PP”). The parser continues this cycle until it has matched all the words in the sentence. Figure 4 shows the final column of the chart:
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Figure 4.  Final column of the Earley parse [1]

The match of the final word can be seen by the matching of “spoon” in the first row in Figure 4. Now, the algorithm finds which rules had wanted to match this Nominal (another word for noun). It goes backwards, finding the rules that had asked for the Noun, and then the rules that had asked for those rules, until all rules that had requested some other rule have been found. Finally, it can be seen completing the “S NP VP .” rule, which finally triggers the completion of the ROOT node (“ROOT S .”), signifying the completion of the parse.

This chart by itself is simply a recognizer [3]. It checks whether a sentence can be generated by a grammar or not. To convert it into a parser to return parse trees, backpointers must be added. These are “breadcrumbs” which show which rules asked for which other rules. Tracing these backpointers to the beginning of a sentence shows the path followed through the chart. To make the parser probabilistic, the probability of each constituent breaking down according to a given rule is used. The probabilities of all the rules that utilized rules are multiplied together and the parse with the highest probability is displayed first. Alternatively, if the probabilities are given as log-probabilities, they must be added (which makes the work of the computer speedier, as additions are less computationally-expensive than multiplications).

The second stage of the program is to now find the subject and main verb of the sentence. I considered a common rule of English grammar taught in middle school to locate the object of the preposition: find the last noun in a prepositional phrase. This turns out not to be universally true; however, it does show that there is syntactic reasoning that can be used to discover the parts of a sentence. Furthermore, the rule eliminates some nouns from consideration as subjects: ones that are objects of the preposition. By similar reasoning, subjects also cannot be parts of verb phrases – nouns inside of verb phrases are direct or indirect objects. Additionally, subjects cannot be part of adjective or adverb phrases – these nouns help describe other nouns in the sentence. Therefore, to arrive at the subject, the program locates the only noun that is not part of any prepositional phrases, adjective phrases, adverb phrases, or verb phrases. The parse trees produced by the Earley parser provide adequate ways of checking what part of the sentence a word modifies or descends from. The program begins at the tip of each branch which is a noun phrase and follows it upwards. If this noun is not a descendant of anything but noun phrases, then it is a candidate subject.


An analogous strategy is employed to find the main verb of the sentence. This verb is not part of any prepositional phrases, adjective phrases, adverb phrases, or noun phrases. The implementation of this part is similar to that of finding the subject, and the coding involved parallels the similarity in the structure of the work.

A limited CFG was created specifically for this proof-of-concept project. The terminals included were only word lemmas, which are the “basic” words such as “man” and “be” that do not include transformed version of these words such as “men” and “are.” After positive results on the limited CFG, a portion of the commonly-used Wall Street Journal (WSJ) CFG was then adopted to be able to model a larger part of the English language. The program was tested with test sentences following the grammar in the limited CFG.
Results

The program returned all possible parse trees underlying input sentences and a list of possible subjects and main verbs. Figure 5 shows the output after the analysis of the sentence “the sheep eat the pie” with the simple CFG:
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Figure 5.  Parse of "the sheep eat the pie"


The program yields one parse, with “sheep” as the only possible subject. The main verb list is off of the screen and only includes “eat”. The parse tree is read left to right, with the leftmost constituents being the most general ones. Each new indentation is a new level in the parse tree. This simple sentence returned one parse. However, multiple parses are possible, and indeed likely. Figure 6 shows the eleventh possible parse of the sentence “the man and the dog on the moon eat cake”:
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Figure 6. Parse of "the man and the dog on the moon eat cake"


Figure 6 shows that as sentence size increases even by a small amount, the possible parses mushroom quickly. The reason for so many parses partly lies in the ambiguity of the sentence. For example, the prepositional phrase “on the moon” may modify either “the dog” or “the man and the dog.” The average sentence length of English is between 10 and 15 words [6]. However, some sentences can be far longer and with many prepositional phrases. This increases the ambiguity of the sentence, resulting in an exponential increase in parses and a cubic increase in runtime [1]. Another reason for the large number of parses is poor grammar construction. Good grammars can adequately model language without creating extra parses that are not in fact grammatical.


When the significantly-larger WSJ grammar was used, an unexpected problem appeared. Grammars are tailored to suit the problem they must solve, and the WSJ grammar was not purposely created for the detection of the subject and main verb of a sentence. Consider the noun phrase “flag-waving patriot.” In the limited CFG, a noun that is part of an adjective phrase is a descendant of this larger adjective phrase, as seen graphically in Figure 7:
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Figure 7.  Position of a noun in an adjective phrase according to the simple CFG

Thus, in the adjective phrase “flag-waving” it is clear that “flag” is part of the adjective phrase and is not a subject candidate. In the WSJ grammar, however, the concept of an adjective phrase is sometimes omitted. This results in the constituents which are the part of the adjective phrase (Noun-Verb, or “flag-waving”) being moved up one level in the parse tree, resulting in a parse tree like the one in Figure 8: 
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Figure 8.  The contents of the adjective phrase are moved up one level in the WSJ CFG
This parse doesn’t have the intermediate “AJP.” Therefore, “flag” isn’t eliminated from consideration as a subject. The WSJ grammar was not created with this design paradigm in mind. This resulted in extra nouns being recognized as subjects, showing the need for modification of the grammar before usage with maximum efficiency.
Discussion
As a proof-of-concept, my program demonstrates the viability of using a non-semantic CFG to locate the subject and main verb of a sentence. Test sentences correctly returned all of the words acting as subjects in the sentences in the limited CFG. The WSJ grammar returned extra subjects, however. Future research will reduce these false positives by removing the rules that omit intermediate constituents such as adjective phrases and adverb phrases necessary to the function of the program.

As is typical of proofs-of-concept research using limited data sets, the program has not yielded any statistical data because of the difficulty in finding a statistically large test set that matches the limitations of the CFGs employed. Namely, the test set would have to have overly-simplistic grammar and only word lemmas. No plurals or inflected words could be used. Besides being difficult to find, such a test set would also produce uninteresting results which would not show the true capabilities of the program. Such a test set would be artificial and would overstate the capabilities of the program through only considering a narrow representation of English, leading to misleadingly positive results.

When the excerpt WSJ grammar was used, the unexpected result of numerous extra subjects was encountered. While sentence coverage increased greatly due to the size of the grammar (and the realistic source from which it was extracted), leading to a much more representative section of English being modeled, too many nouns were identified as subjects.

Noting the accomplishments of the program should not detract from a realistic examination of its drawbacks. I only provided it with sentences it could handle according to the grammar used. What was perhaps an even more-limiting factor was the vocabulary size. The sentences provided did not have large vocabularies, and therefore were not varied and representative of the English language. My methods were ad-hoc, as the pattern used to locate the subjects and main verbs (the so-called second stage of my program) lacked any formalism. Also, because the scope of previously-published research has typically been much wider than finding two parts of a sentence, there is no comparable work. Evaluation metrics in other researchers’ projects include numerous tasks for a program to perform, and comparing my results with theirs would be unfair, due to the larger number of variables they have had to account for.
Despite the drawbacks of the program, its purpose as a proof-of-concept was fulfilled. It was shown that even with a simple, non-semantic grammar a program that could find the subject and main verbs of simple sentences could be created. This allows for non-semantic grammars to be used for some semantic tasks, helping to solve the problem of data scarcity discussed in the introduction by applying available data to a larger array of tasks.
Future research will aim to increase the program’s efficiency by making improvements on the parser’s speed and seek to outline a formalism for the location of the parts of the sentence. Finding rules for subject-identification by hand is not a good method because of the diversity of the English language. If the rules could be found in an automated manner, the program might have greater success and application.
Conclusion
My proof-of-concept program works to relieve the problem of data scarcity. However, working with grammars and parsers in the field has led me to see that even if all non-semantic grammars currently available could be used for semantic tasks, there would still simply not be enough data. For example, the Wall Street Journal grammar is one of the larger grammars available in NLP. When used to parse the Wall Street Journal, it performs adequately. However, when taken outside of this domain, it breaks down. NLP is currently in need of more annotated data to train its models and extract rules. This kind of data is expensive and time-consuming to acquire.
For this reason, I am shifting my focus to grammar induction. Grammar induction is the producing of the grammar underlying a large corpus of text [7]. This works directly with alleviating the problem of not enough data by creating grammars from any large amount of text. My approach to the problem will involve well-known models in artificial intelligence that have not previously been used in the grammar induction field.

I will be employing Deep Learning methods with Neural Networks and Restricted Boltzmann Machines to grammar induction to accomplish unsupervised grammar induction. This process will be unsupervised because the text to be analyzed will not be annotated like the WSJ text was. The program would simply receive a large amount of plain text as its input and as its output give the underlying grammar. Neural Networks, Deep Learning, and Restricted Boltzmann Machines are methods used to extract “features” of a text [1,8]. Features are characteristics of a word or a sentence that can be used to classify it (for example, in the word “falling”, the “-ing” can be used to help to classify it as a verb). These methods are all based on Neural Networks and find features of the text and then use these features to find recurrences in the underlying grammatical structure and to predict the grammar [5].
The implications of this new project, if successful, would be extensive. Being able to find grammars automatically from unannotated text would result in much larger grammars that would draw on much of English. These grammars could then be brought back to question answering, advancing the field by allowing for larger grammar use. The grammar induction program would also theoretically not be restricted to English, and therefore could find the grammars of other languages such as French or Greek. This could aid machine translation efforts by allowing work with larger grammars. Also, if texts have been already translated by humans in parallel, the machines could model an underlying alignment of the two languages by being trained on both of them. Conceivably, the program could also learn a hypothetical alien language. Current prospects do not see the creation of semantic grammars through this method, but future research could show that some model of the world can be created from entirely unannotated text. Perhaps the collection of all human texts, through its sheer size, actually allows a glimpse into our universe even to a computer which doesn’t understand the concept of an object. The power of neural networks and deep learning lies in the potential to actually learn from the world. It is then that computers would put themselves to the greatest possible use for humans, as HAL in 2001: A Space Odyssey claims he does.
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